Quick SQL Server Cheat Sheet for Creating and Dropping Views and Triggers (subtitle: The Good, The Bad, and the Ugly)



Brief Overview on View(s)  (aka The Good):

To begin with, a view is like a table that is generated from other tables so you can have data from a bunch of different tables in one accessible location.  For example, if I want to see all the completed

actions for open projects along with their billing types, I could type:



select actions.actionid, actions.projid, projects.projid from actions, projects where actions.projid = projects.projid and projects.complete = ‘No’ and actions.complete = ‘Yes’



or, if I already have a view defined that contains this data, I can type:



select * from vopenprojclosedactions



This example oversimplifies the importance and usefulness of views, but it gives you the general idea.  Views allow users to focus only on the data they are interested in.  Users can also modify data through a view, but they can only modify the data they see.  This means that, in the above example, I could change the billtype in the projects table for a given project id or action id, but I could not insert a new action or project.  Also, you can only modify one table at a time when modifying a view, so I could not change the project’s billtype and an action’s complete status in the same update.  Because of the restrictions on updating data through a view, they can be used as a security feature so that users only change the data they are allowed to change.



But this is mostly neither here nor there, since in PMDB we only use views to, well, view data.  With one exception that I can think of, no views are used by the PMDB software, but most of the reports use views.



Enough talk.  Let’s get down to thumb tacks.



To Create SQL Server View(s):

The syntax for creating a view is similar to that for creating a table, except that instead of a column list, we have a select statement:



create view viewname as select selectclause



Now for a real-time example (though not, perhaps, one we would use in real life.)  Let’s say that we want a view that shows us how much time has been spent on contracts.  In an earlier lesson, we created a select statement that did just this:



select c.contrid, sum(a.worktime) from contracts c, projects p, actions a 

       		where p.contrid = c.contrid and 

a.projid = p.projid and 

a.datecomplete >= ‘February 1 1997’ and 

a.datecomplete <= ‘February 28 1997’ 

group by c.contrid



We can use this same query to create a view containing the same data (with a few modifications):



 	create view vcontracttime

	as

		select 

			c.contrid,

			contracttime = sum(a.worktime)

		from contracts c, projects p, actions a

		where

			p.contrid = c.contrid and 

a.projid = p.projid and 

a.datecomplete >= ‘February 1 1997’ and 

a.datecomplete <= ‘February 28 1997’ 

group by c.contrid



The primary thing to notice here is where we have “contracttime = sum(a.worktime).”  Because a view is like a table, it has to have a fieldname for that sum.  In a select query, we would have said, “sum(a.worktime) contracttime,” so this is one difference.  You might also notice that the name of the view (vcontracttime)  begins with a “v.”  This is not required, but it is a standard used throughout pmdb that all views begin with a “v.”



Now, as convenient as having that view might be, how many times are we going to need see the contract times in February?  Obviously, it would be better if this view could be generalized so it could be used for any date range.  So, we’ll want to drop vcontracttime and create it again so it does include that ability.  To drop a view, the syntax follows the same syntax as that used for anything else we drop:



drop view viewname 



Or, in this case:



drop view vcontracttime



That’s the easy part.  Now, how are you going to add a view that will allow you to specify the date range from a query (i.e., from a report?)  The answer is on the last page of this cheat sheet.



A few final notes on views:

Views are spiffy.  Views are handy.  Views can be used to build other views.  For an example of this, take a gander at the following view definition:



create view vutilation

    	as

select 

		vemptime.employeename,

        	vemptime.department,

		vemptime.edate,

		vemptime.timeworked,

		actionsworked=sum(isnull(vempacttime.timeworked,0))

from

		vempacttime,  vemptime

where

 

	DATEPART(dayofyear, vemptime.edate) *= DATEPART(dayofyear, vempacttime.datecomplete)

        and DATEPART(year, vemptime.edate) *= DATEPART(year, vempacttime.datecomplete)

        and vemptime.employeename *= vempacttime.completedby



group by vemptime.employeename, vemptime.department, vemptime.edate, 

vemptime.timeworked



This is the definition for the view that is used to create most of the utilization reports (and, yes, I am aware that utilization has an “iz” embedded in the middle of it.  When you inherit someone else’s project, Jennifer, you also inherit their cryptic documentation and misspelled names.)  As you can see,

this view is compiled from two other views, vemptime (which stores the amount of time the person worked on a given day) and vempacttime (which stores the amount of time they spent on productive work (or work on actions.))  



Notice also that in the where clause, the “=” signs are preceded by an “*”s.  This means that we are doing an inner join between these tables.  This means that we want records from vemptime included in this view even if there is no corresponding record in vempacttime.  Why would we want this?  The utilization reports compare the total amount of time worked to the amount of time spent on PMDB projects.  For example, say that Brian Vandervort came in on  2/15/97 (as he did) and clocks 750 minutes (as he did) but none of that is applied to PMDB projects (which is also true).   If we did not use the join, then this 750 minutes would not appear in his monthly totals on the report, and instead of looking like he was 80.71% utilized in February, he would appear to be 87% utilized (which is good for Brian, but not very accurate.)  On the flip side of the coin, if Brian had recorded hat he worked 750 minutes on PMDB projects on 2/15/97, but neglected to enter the total amount of time he worked, it would not show up on the report at all.  An outer join might fix that (where any record in either table would appear in the view, whether they have a match in the other table or not), but this is generally discouraged.  So enter your total work time!



Finally, views can be slow (tragic but true.)  If you were to type “select * from vutilation,” you would be waiting a long time for it to finish.  It would get a little faster if you specified a date range, but still nothing to write home about.  Even more tragic, you cannot create indices on views.   Still, they do work pretty well for data collection, and they can simplify your life a great deal when generating reports (and the delay is not as apparent when generating a report, either.)  



But enough on the good.  Now for the bad and the ugly ….



N Overview on Triggers (the Bad and the Ugly)  N:

I wanted to use creepy lettering, but I couldn’t find the right font.  Sigh.



Triggers are little subroutines that are run automatically when you perform either an insert, a delete, or an update on the affected SQL Server table (and I don’t know if you can create triggers on views, Larry, so don’t ask – oh, no, you can’t.)  They are good for maintaining referential integrity and updating values in related tables.  For example, when you delete a project, all associated actions, parts, project documents, and returns are also deleted – you can thank a trigger for that (or curse it when you accidentally delete the wrong project.)  



To give you a better idea of how all of this works, imagine that there are two tables, inserted and deleted:
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Table inserted temporarily stores records that have been inserted, while table deleted temporarily stores records that have been deleted.  If you do an update on a record, deleted will store the original copy of the record, and inserted will store the updated record.   Now stop imagining – these tables do exist, and serve just this function.  You can use the records in either of these tables to perform insertions, deletions, and updates on other SQL tables.  This will make a lot more sense when you see an example, which you will presently.



What makes triggers so frightening?  (And if you aren’t afraid, you will be, young one, you will be.)  Nothing, if you are working with test data or an empty table.  However, as a member of the elite PMDB team, you are working with live data.  If you make a mistake in designing your trigger (i.e., leave out a defining key value), then you could update far more records than you intended and there is no going back.  Oh, sure, you could drop the trigger if you want, but there will be no simple way to recover from a cataclysmic trigger error except by fixing the data by hand.  If you know what to restore it to.



So, with no further ado, we will enter the …



The Twilight Zone of Trigger Creation:

You can place up to three triggers on a table – one for inserts, one for updates, and one for deletes.  You can also perform the same trigger for two or all three of the above scenarios.  The syntax for a trigger is:



				create trigger triggername

				on tablename

				for [insert | update | delete]

                                                  as

                                                 	[begin]

					[declare clause]

					

					code (sql and/or other)

                                                 	[end]   



And you thought the syntax for indices was complex!   To try to make this a little more clear, I am going to go over a bona fide trigger from PMDB, and then two simpler ones that we will be adding to PMDB today.



The following trigger is run whenever a project is inserted (submitted) or updated (saved) from PMDB:

































create trigger projects_tu

on projects

for update, insert

as

begin

 declare @tmp int, @pid int, @st datetime, @ts datetime,

 @tsum int, @stat varchar(30), @cp varchar(3), @et datetime



 select @ts = getdate()



 /* we must maintain the projccstimes table automatically */

 insert projccstimes (projid,startdate) 

 (select projid = p.projid, startdate = @ts

 from projects p, inserted i, statustypes s

 where p.projid = i.projid and p.status = s.statustype and s.attribccs = 'Yes' and not exists (select * from projccstimes where projccstimes.projid = p.projid and projccstimes.enddate = null))



 update projccstimes set projccstimes.enddate = @ts

 from projccstimes, projects p, inserted i, statustypes s

 where projccstimes.projid = p.projid and p.projid = i.projid and p.status = s.statustype and s.attribccs = 'No' and projccstimes.enddate = null





 /* if complete then endtime must be set or visa-versa */

 update projects set projects.checkout = @ts 

 from projects, inserted i

 where projects.projid = i.projid and projects.checkout = null and projects.complete = 'Yes'

 

 update projects set projects.checkout = Null 

 from projects, inserted i

 where projects.projid = i.projid and projects.checkout <> null and projects.complete = 'No'



 --declare pcur cursor for select projects.projid, projects.checkin, projects.checkout from projects, inserted where projects.projid = inserted.projid  

 --open pcur

 --fetch next from pcur into @pid, @st, @et

 select @pid = min(projid) from inserted 

 /* for each project record */ 

 while (@pid <> null)

	begin

	 select @st = checkin, @et = checkout from projects where projid = @pid

	 /* calulate the elapsed time for the project */

	 if @et = null execute pp_timediff @st, @ts, @tmp output	 

	 else execute pp_timediff @st, @et, @tmp output	 

	 /* calc elapsedtimeccs */

	 execute pp_calcprojel @pid, @et, @tsum output 

	 /* update project */

	 update projects set elapsedtime = @tmp, elapsedtimeccs = @tsum where projid = @pid

 	 --fetch next from pcur into @pid, @st, @et

 	 select @pid = min(projid) from inserted where inserted.projid > @pid 

	end

--deallocate pcur

end



Okay, stop slashing your wrists – it’s behind you now.   I hate to bore you with a line-by-line description of what just happened, so I won’t,  but I will cover every point.



To begin with, every line that is preceded with “/*” or “*/” is a comment to let you know what is going on. .   This is the most documentation Thomas ever wrote, so get used to it.



Now, the create trigger header contains a lot of information.



create trigger projects_tu

on projects

for update, insert



Already we can tell that the name of the trigger is projects_tu, that the table it performs for is projects, and it only occurs when someone performs an insert or an update.  Moving right along, we see the beginning of the “procedural section”:



begin

 declare @tmp int, @pid int, @st datetime, @ts datetime,

 @tsum int, @stat varchar(30), @cp varchar(3), @et datetime



The “begin” statement is only needed in triggers consisting of more than one statement.  You will also use begin and end clauses within the code to indicate sections of code that fall into an if-then or while clause (among others.)  The “declare” clause defines the variables that will be used within the trigger; in this case there are quite a few.  All of the  variable names are preceded by an “@” character, and are followed by their datatypes.  Notice that all of the variables have the same datattypes available to them as the fields in the tables.  



The procedural code appears to be a strange combination of sql code and some strange coding language.  For example, you can have a straight SQL statement, as below:



/* we must maintain the projccstimes table automatically */

 insert projccstimes (projid,startdate) 

 (select projid = p.projid, startdate = @ts

 from projects p, inserted i, statustypes s

 where p.projid = i.projid and p.status = s.statustype and s.attribccs = 'Yes' and not exists (select * from projccstimes where projccstimes.projid = p.projid and projccstimes.enddate = null))



Or perhaps not so straight.  We are inserting a record into the projccstimes, but notice that in the select clause of the insert statement, you are setting the values you are inserting (i.e. projid = p.projid, startdate = @ts, where p.projid is the selected value and @ts is a variable defined earlier.)   Notice also that we are using the inserted table in the select clause to define that it is the record(s) that have just been inserted or updated that we are concerned with in this update.



On the other hand, we also have more procedural style code here, like when we assign @ts to the current time:



select @ts = getdate()



and yet this still has something of the sql structure in that you are selecting the value from the procedure getdate into the variable @ts.



Just scan over the rest – you’ll see the important stuff in more detail in our simple examples.  The next concern are the statements preceded by hyphens:



--declare pcur cursor for select projects.projid, projects.checkin, projects.checkout from projects, inserted where projects.projid = inserted.projid  

 --open pcur

 --fetch next from pcur into @pid, @st, @et



pcur is a cursor, which, if you are up on your Visual Basic lingo, is kind of like the SQL version of a recordset.  (If you are not up on your Visual Basic lingo, it is like a temporary table that you go through one record at a time.)  This allows you to perform actions on a line item level (as through the while clause, where that code is performed on each element in the cursor.  Notice that each time we want to view a record from the cursor, we have to do a “fetch” (including the first time, which differs from the Visual Basic recordset) into some variables.  Also notice that when we are finished with the cursor, we have to release it:



--deallocate pcur



I don’t know for certain what the ramifications for leaving a cursor allocated are, but I suspect SQL Server is less forgiving than Visual Basic 4.0.  



Okay, now that that nightmare is over, let’s look at a new trigger that we are going to add to the database.  When a person adds a customer or a contact, then a field is added to the table phonenums for that customer or contact.  This works okay, except that if the customer or contact’s phone number is updated, then the phone number is not updated in phonenums.  This is not a problem (except for referential integrity) except when the user tries to add a new project for the customer and select the phone number for the customer or contact manually.  To try to combat this problem, we might consider entering the following trigger:



create trigger customers_up

on customers

for update

as

begin

 /* check to see if the phone number changed by comparing inserted and deleted records */   

        if exists (select * from inserted, deleted where inserted.phone <> deleted.phone)

           begin



	      /* update phone number */

	      update phonenums 

                 set phonenum = inserted.phonenum

	         from phonenums, inserted, deleted

                 where phonenums.custno = inserted.custno and

                     phonenums.phonenum = deleted.phonenum and

                     (phonenums.contname = deleted.contact or

                     (phonenums.contname is null and inserted.contact is null)) and

                     phonenums.phonedesc = 'Default' and

                     inserted.custno = deleted.custno

           end

end



Basically, this trigger will update the phone number in the phonenums table if the phone number in the customers table changes.   Of course, this only covers half of our problem; we still don’t fix the phonenums table if the phone number for a contact changes, but you can only place a trigger on one table at a time, so we will need to create a trigger on the contacts table to perform the update.  For homework, try your hand at creating a trigger to serve this purpose – but don’t add it for real until I approve it.  The first person to get it right will have the honor of adding it.  (Hint!  It is a lot like the trigger on the customer’s table.)



To get rid of a trigger is mercifully easy:



drop trigger triggername



Thank God for small miracles.  If only undoing the damage of a bad trigger were so easy.



Good luck!  Do your homework!  Happy Birthday, Larry!  And the answer to the view question is on the following page.



Next time, we get into reports.



  

�The Answer to the question: how do you make vcontracttime a date-generic view (i.e. one that can grab values for any date range)? 



create view vcontracttime

	as

		select 

			c.contrid,

                                    a.datecomplete,

			contracttime = sum(a.worktime)

		from contracts c, projects p, actions a

		where

			p.contrid = c.contrid and 

a.projid = p.projid 

group by c.contrid, a.datecomplete



To retrieve a summary by contract id, you would run the query:



select contrid, sum(contracttime) from vcontracttime where datecomplete >= ‘[Start date]’ and datecomplete < ‘[End date + 1 day]’

deleted



inserted








