Quick SQL Server Cheat Sheet (for Select Statements)

To Select Records (or any data) from SQL Server Table(s):

To get data back from a SQL Server table or tables, you want to use a select statement.  

          select [fields to select] from [table1, table2, …] 

This is the minimum select statement (there are other options you can tag on, but I’ll get to those later.)  So, if you wanted to select all the records from an imaginary table, “actions”, you would type:

select * from actions

Of course, you’d only want to do this if you wanted to tie up your computer for the rest of your natural life because there are more than 30,000 records in this imaginary actions table.  You probably don’t need to see all of the fields, either – the * character is a wildcard character, so if you search for *, you will get all of the fields back.  So, if you want to see only the actionid fields for the actions in that table, you would type:

select actionid from actions

If you want to select more than one field, you separate the additional fields with commas.  So, to select the actionid and the projid (project id) from the actions table, you would type:

select actionid, projid from actions

This will still return a result list that you would not want to meet in a dark alley, so usually it’s a good idea to try to limit your results by adding a where clause.  So, if you want to select the projid and actionid for all actions that have a due date after January 1, 1997, you would type:

select projid, actionid from actions where datedue > ‘January 1 1997 12:00 AM’

where datedue is another field in the actions table.  Note that the date field is delineated by single quotes (like a string).  This is different from Oracle and some other SQL database languages (in case you care.)  In Visual Basic, you need to delineate these with the # field.  Another thing to be aware of is, if the date field does not include a time, it assumes a time of 12:00 AM, so if you entered the following query:

select projid, actionid from actions where datedue <= ‘December 31 1996’ and complete = ‘No’ 

you will not get any records with a due date after 12:00 AM on December 31 (so if some employee has a due date of December 31, 1996 at 4:00 PM, it will not show up on the results from this query.)  Note that I also added another condition on the where clause; while you separate fields you want returned from the table with commas, you separate items in a where clause with and and or.  So, if, in the above example, you wanted to know  what actions where due by December 31, 1996 OR what actions were not marked complete, then you would change the above query to:

select projid, actionid from actions where datedue <= ‘December 31 1996 11:59 PM’ 

         or complete = ‘No’

You can also use the where clause to pull data from two tables at once if the two tables have a linking field.  For example, say that you wanted to know the names of the project managers who had projects that had actions that were past due.  You could type:

select p.projmgr, p.projid 

     from projects p, actions a 

     where p.projid = a.projid 

           and a.datedue < ‘January 31 1997’ 

           and  a.complete <> ‘Yes’

Note the addition of prefixes to the field names.  The prefixes (a, p) are defined in the from clause by following the name of the table they come from.  This is used so you can differentiate between fields of the same name in the separate tables (i.e., there is a projid and complete field in both the projects and the actions tables.)  Although you can leave the prefix off of field names that aren’t duplicated in the tables (like datedue), you might want to use them for clarification and consistency.  Now, if you look at the results for this query, you may notice that you have duplicate entries, i.e.:

projmgr                projid

       ----------                --------

       Kathleen Ryland   2709

       Kathleen Ryland   2709

       Bozo the Clown    3709

       Bozo the Clown    3808

       Bozo the Clown    3808

This is because you had more than on action that was past due for projects 2709 and 3808.  Since you don’t really want to see these duplicates most of the time, you’ll add a group by statement to this select statement:

select p.projmgr, p.projid 

     from projects p, actions a 

     where p.projid = a.projid 

           and a.datedue < ‘January 31 1997’ 

           and  a.complete <> ‘Yes’

      group by p.projid

(Sometimes the SQL Server compiler will complain at the above statement because projmgr is not part of a group by clause.  In that case, use “group by p.projmgr, p.projid.”  Just make sure the narrowest scope of the search is the last item on the list.  “group by p.projid, p.progmgr” will not have the desired results.)

You can also sort the results:

select p.projmgr, p.projid 

     from projects p, actions a 

     where p.projid = a.projid 

           and a.datedue < ‘January 31 1997’ 

           and  a.complete <> ‘Yes’

      group by p.projmgr, p.projid

      order by p.progmgr, p.projid 

This will list the results in alphabetical order by project manager, then, within each project manager “group”, by projid (numerically).

Finally, there are some functions you can use within a select statement:

count shows the count of the records that meet the indicated requirements.  So, if you type the following query:

           select count(*) from actions

Your result will be a number (about 35,000 or so.)

min shows the smallest value that meets the indicated requirements.

         select min(projid) from actions 

will return the smallest project id in the actions table.  max works the same way, except that it returns the largest value.

avg returns the average value of fields from records that meet the indicated requirements.

       select avg(worktime) from actions

will return the average amount of time spent on actions.

sum returns the sum of the values in the selected fields.

      select sum(worktime) from actions

will return a larger value than you probably want, but it will be the sum of all worktimes.

You can also use these in queries that have group clauses.  For example,

select p.projid, sum(a.worktime) 

     from projects p, actions a 

     where p.projid = a.projid 

     group by p.projid

will return a list of the project ids and the amount of time spent on each project.  There are actually easier ways to get this value, but it serves as a good example.

Good luck!  You can’t hurt anything by running select statements, so break a leg!  If you have any questions, please feel free to call me.  Later, I’ll send you the Quick Guide to insertions and updates, I just don’t have time to write it this morning. (
